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a b s t r a c t

The risk analysis of critical infrastructures such as the electric power supply or telecommunications
is complicated by the fact that such infrastructures are mutually dependent. We propose a modular
approach to the modelling and analysis of risk scenarios with dependencies. Our approach may be used to
deduce the risk level of an overall system from previous risk analyses of its constituent systems. A custom
made assumption-guarantee style is put forward as a means to describe risk scenarios with external
dependencies. We also define a set of deduction rules facilitating various kinds of reasoning, including
the analysis of mutual dependencies between risk scenarios expressed in the assumption-guarantee style.

© 2010 Elsevier Inc. All rights reserved.

1. Introduction

Mutual dependencies in the power supply have been apparent
in blackouts in Europe and North America during the early two
thousands, such as the blackout in Italy in September 2003 that
affected most of the Italian population (UCTE, 2004) and in North
America the same year that affected several other infrastructures
such as water supply, transportation and communication (NYISO,
2003). These and similar incidents have lead to increased focus on
the protection of critical infrastructures. The Integrated Risk Reduc-
tion of Information-based Infrastructure Systems project (Flentge,
2006), identified lack of appropriate risk analysis models as one
of the key challenges in protecting critical infrastructures. There is
a clear need for improved understanding of the impact of mutual
dependencies on the overall risk level of critical infrastructures.
When systems are mutually dependent, a threat towards one of
them may realise threats towards the others (Rinaldi et al., 2001;
Restrepo et al., 2006). One example, from the Nordic power sec-
tor, is the situation with reduced hydro power capacity in southern
Norway and full hydro power capacity in Sweden (Doorman et al.,
2004). In this situation the export to Norway from Sweden is high,
which is a potential threat towards the Swedish power production
causing instability in the network. If the network is already unsta-
ble, minor faults in the Swedish north/south corridor can lead to
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cascading outages collapsing the network in both southern Swe-
den and southern Norway. Hence, the threat originating in southern
Norway contributes to an incident in southern Sweden, which again
leads to an incident in Norway. Due to the potential for cascad-
ing effects of incidents affecting critical infrastructures, Rinaldi et
al. (2001) argue that mutually dependent infrastructures must be
considered in a holistic manner. Within risk analysis, however, it
is often not feasible to analyse all possible systems that affect the
target of analysis at once; hence, we need a modular approach.

Assumption-guarantee reasoning has been suggested as a
means to facilitate modular system development (Jones, 1981;
Misra and Chandy, 1981; Abadi and Lamport, 1995). The idea is
that a system is guaranteed to provide a certain functionality, if
the environment fulfils certain assumptions. In this paper we show
how this idea applies to risk analysis. Structured documentation of
risk analysis results, and the assumptions on which they depend,
provides the basis for maintenance of analysis results as well as a
modular approach to risk analysis.

By risk we mean the combination of the consequence and like-
lihood of an unwanted event. By risk analysis we mean the process
to understand the nature of risk and determining the level of risk
(ISO, 2009). Risk modelling refers to techniques used to aid the
process of identifying and estimating likelihood and consequence
values. A risk model is a structured way of representing an event,
its causes and consequences using graphs, trees or block diagrams
(Robinson et al., 2001). By modular risk analysis we mean a process
for analysing separate parts of a system or several systems indepen-
dently, with means for combining separate analysis results into an
overall risk picture for the whole system.

0164-1212/$ – see front matter © 2010 Elsevier Inc. All rights reserved.
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1.1. Contribution

We present an assumption-guarantee style for the specification
of risk scenarios. We introduce risk graphs to structure series of
events leading up to one or more incidents. A risk graph is meant
to be used during the risk estimation phase of a risk analysis to aid
the estimation of likelihood values. In order to document assump-
tions of a risk analysis we also introduce the notion of dependent risk
graph. A dependent risk graph is divided into two parts: an assump-
tion that describes the assumptions on which the risk estimates
depend, and a target. We also present a calculus for risk graphs.
The rules of the calculus characterise conditions under which

• the analysis of complex scenarios can be decomposed into sepa-
rate analyses that can be carried out independently;

• the dependencies between scenarios can be resolved distinguish-
ing bad dependencies (i.e., circular dependencies) from good
dependencies (i.e., non-circular dependencies);

• risk analyses of separate system parts can be put together to
provide a risk analysis for system as a whole.

In order to demonstrate the applicability of our approach, we
present a case-study involving the power systems in the southern
parts of Sweden and Norway. Due to the strong mutual dependency
between these systems, the effects of threats to either system can
be quite complex. We focus on the analysis of blackout scenar-
ios. The scenarios are inspired by the SINTEF study Vulnerability
of the Nordic Power System (Doorman et al., 2004). However, the
presented results with regard to probability and consequences of
events are fictitious.

For the purpose of the example we use CORAS diagrams to
model risks (Lund et al., in press). The formal semantics we pro-
pose for risk graphs provides the semantics for CORAS diagrams. We
believe, however, that the presented approach to capture and anal-
yse dependencies in risk graphs can be applied to most graph-based
risk modelling languages.

1.2. Structure of the paper

We structure the remainder of this paper as follows: in Section
2 we explain the notion of a risk graph informally and compare it
to other risk modelling techniques. In Section 3 we define a calcu-
lus for reasoning about risk graphs with dependencies. In Section 4
we show how the rules defined in Section 3 can be instantiated in
the CORAS threat modelling language, that is how the risk graphs
can be employed to provide a formal semantics and calculus for
CORAS diagrams. In Section 5 we give a practical example on how
dependent risk analysis can be applied in a real example. In Section
6 we discuss related work. In Section 7 we summarise our over-
all contribution. We also discuss the applicability of our approach,
limitations to the presented approach and outline ideas for how
these can be addressed in future work.

2. Risk graphs

We introduce risk graphs as a tool to aid the structuring of events
leading to incidents and to estimate likelihoods of incidents. A risk
graph consists of a finite set of vertices and a finite set of relations
between them. In order to make explicit the assumptions of a risk
analysis we introduce the notion of dependent risk graph, which is
a special type of risk graph.

Each vertex in a risk graph is assigned a set of likelihood val-
ues. A vertex corresponds to a threat scenario, that is, a sequence
of events that may lead to an incident. A relation between threat
scenarios t1 and t2 means that t1 may lead to t2. Both threat sce-

narios and relations between them are assigned likelihood values.
A threat scenario may have several causes and may lead to several
new scenarios. It is possible to choose more than one relation leav-
ing from a threat scenario, which implies that the likelihoods on
relations leading from a threat scenario may add up to more than
1. Furthermore, the set of relations leading from a threat scenario
does not have to be complete, hence the likelihoods on relations
leading from a threat scenario may also add up to less than 1.

There exists a number of modelling techniques that are used
both to aid the structuring of threats and incidents (qualitative
analysis) and to compute probabilities of incidents (quantitative
analysis). Robinson et al. (2001) distinguishes between three types
of modelling techniques: trees, blocks and integrated presentation
diagrams. In Section 2.1 we briefly present some types of trees and
integrated presentation diagrams, as these are the two categories
most commonly used within risk analysis. In Section 2.2 we dis-
cuss how two of the presented techniques relate to risk graphs. In
Section 2.3 we discuss the need for documenting assumptions in
a risk analysis and explain informally the notion of a dependent
risk graph. The concepts of risk graph and dependent risk graph are
later formalised in Section 3.

2.1. Risk modelling techniques

Fault Tree Analysis (FTA) (IEC, 1990) is a top-down approach
that breaks down an incident into smaller events. The events are
structured into a logical binary tree, with and/or gates, that shows
possible routes leading to the unwanted incident from various fail-
ure points. Fault trees are also used to determine the probability
of an incident. If all the basic events in a fault tree are statistically
independent, the probability of the root event can be computed by
finding the minimal cuts of the fault tree. A minimal cut set is a
minimal set of basic events that is sufficient for the root event to
occur. If all events are independent the probability of a minimal cut
is the product of the probabilities of its basic events.

Event Tree Analysis (ETA) (IEC, 1995) starts with component fail-
ures and follows possible further system events through a series
of final consequences. Event trees are developed through suc-
cess/failure gates for each defence mechanism that is activated.

Attack trees (Schneier, 1999) are basically fault trees with a
security-oriented terminology. Attack trees aim to provide a formal
and methodical way of describing the security of a system based on
the attacks it may be exposed to. The notation uses a tree structure
similar to fault trees, with the attack goal as the root vertex and
different ways of achieving the goal as leaf vertices.

A cause-consequence diagram (Robinson et al., 2001; Mannan
and Lees, 2005) (also called cause and effect diagram Rausand
and Høyland, 2004) combines the features of both fault trees and
event trees. When constructing a cause-consequence diagram one
starts with an incident and develops the diagram backwards to
find its causes (fault tree) and forwards to find its consequences
(event tree) (Hogganvik, 2007). A cause-consequence diagram is,
however, less structured than a tree and does not have the same
binary restrictions. Cause-consequence diagrams are qualitative
and cannot be used as a basis for quantitative analysis (Rausand
and Høyland, 2004).

A Bayesian network (also called Bayesian belief network)
(Charniak, 1991) can be used as an alternative to fault trees
and cause-consequence diagrams to illustrate the relationships
between a system failure or an accident and its causes and con-
tributing factors. A Bayesian network is more general than a fault
tree since the causes do not have to be binary events and causes
do not have to be connected through a specified logical gate. In
this respect they are similar to cause-consequence diagrams. As
opposed to cause-consequence diagrams, however, Bayesian net-
works can be used as a basis for quantitative analysis (Rausand and
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Fig. 1. Fault tree example.

Høyland, 2004). A Bayesian network is used to specify a joint prob-
ability distribution for a set of variables (Charniak, 1991). It is a
directed acyclic graph consisting of vertices that represent random
variables and directed edges that specify dependence assumptions
that must hold between the variables.

CORAS threat diagrams (Lund et al., in press) are used during the
risk identification and estimation phases of the CORAS risk analysis
process. A CORAS threat diagram describes how different threats
exploit vulnerabilities to initiate threat scenarios and unwanted
incidents, and which assets the incidents affect. CORAS threat dia-
grams are meant to be used during brainstorming sessions where
discussions are documented along the way. A CORAS diagram offers
the same flexibility as cause-consequence diagrams and Bayesian
networks with regard to structuring of diagram elements. It is
organised as a directed graph consisting of vertices (threats, threat
scenarios, incidents and affected assets) and relations between the
vertices.

2.2. Comparing risk modelling techniques to risk graphs

A risk graph can be seen as a common abstraction of the
modelling techniques described above. A risk graph combines the
features of both fault tree and event tree, but does not require that
causes are connected through a specified logical gate. A risk graph
may have more than one root vertex. Moreover, in risk graphs like-
lihoods may be assigned to both vertices and relations, whereas
in fault trees only the vertices have likelihoods. The likelihood of
a vertex in a risk graph can be calculated from the likelihoods of
its parent vertices and connecting relations. Another important
difference between risk graphs and fault trees is that risk graphs
allow assignment of intervals of probability values to vertices and
relations and thereby allow underspecification of risks. This is
important for methodological reasons because in many practical
situations it is difficult to find exact likelihood values.

In the following we discuss the possibility of representing a sim-
ple scenario described by a fault tree and a CORAS threat diagrams
in a risk graph. The scenario describes ways in which confidential
data on a laptop may be exposed: Confidential data can be exposed
either through theft or through execution of malicious code. Data
can be exposed through theft if the laptop is stolen and the thief
knows the login details because he observed the login session or
because the laptop was turned on and not in lock mode when stolen.

Table 1
Basic events of the fault tree.

s = Laptop stolen
l = Laptop not locked
a = Login observed
b = Buffer overflow attack

Fig. 2. Representing a fault tree in a risk graph.

The fault tree in Fig. 1 shows how this scenario can be modelled
using a fault tree. The root event is Data exposed and the tree shows
the possible routes leading to the root event. We use the shorthand
notations for the basic events listed in Table 1.

The minimal cut sets of the fault tree are: {s, l}, {s, a} and {b}. We
have assigned likelihood values to all basic events. Assuming that
the basic events are independent we have used them to calculate
the probability of the root events according to the rules for proba-
bility calculations in fault trees (Rausand and Høyland, 2004). Fault
tree analysis require that probabilities of basic events are given as
exact values.

We now discuss two possible ways in which the same scenario
can be represented using a risk graph. Separate branches of a risk
graphs ending in the same vertex, correspond to or-gates. How-
ever, risk graphs have no explicit representation of and-gates the
way fault trees have. We must therefore find some other way to
represent the fact that two events (or threat scenarios) must occur
for another event (or threat scenario) to occur. A fault tree can be
understood as a logical expression where each basic event is an
atomic formula. Every fault tree can therefore be transformed to a
tree on disjunctive normal form, that is a disjunction of conjuncts,
where each conjunct is a minimal cut set (Ortmeier and Schellhorn,
2007; Hilbert and Ackerman, 1958). One possible approach to rep-
resent the fault tree in Fig. 1 as a risk graph is therefore to transform
each sub-tree into its disjunctive normal form and combine the
basic events of each minimal cut set into a single vertex. This
approach is illustrated by the risk graph in Fig. 2.

A problem with this approach is that, as we combine basic events
into single vertices, we loose information about the probabilities of
basic events. The second approach to representing the fault tree
as a risk graph, preserves the likelihood of the basic events, but it
requires more manual interpretation. In this approach we exploit

Fig. 3. Representing a CORAS threat diagram in a risk graph.
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Fig. 4. CORAS threat diagram example.

the sequential interpretation of the relations between vertices in a
risk graph. From the meaning of the conjuncts in the expressions:
“Attacker observes login and laptop stolen” and “Laptop stolen and
not locked” it seems reasonable to assume that “Attacker observes
login” and “Laptop not locked” happens before “Laptop stolen”.
Based on this understanding we can model the scenario where
both “Attacker observes login” and “Laptop stolen” or “Laptop not
locked” and “Laptop stolen” happens, in a risk graph where the
and-gates are represented as chains of vertices. This approach is
illustrated in Fig. 3.

Fig. 4 shows the same scenario modelled using a CORAS threat
diagram.

The vertex “Laptop stolen” in Fig. 1 refers to any way in which a
laptop may be stolen, whereas the vertex “Laptop stolen” as shown
in Figs. 3 and 4 refers to cases in which a laptop is stolen when
unlocked or login has been observed. The vertex “Laptop stolen” in
Fig. 1 therefore has a higher likelihood value than the vertex “Lap-
top stolen” has in Figs. 3 and 4. As opposed to fault trees, CORAS
threat diagrams can be used to model assets and consequences
of incidents. Furthermore CORAS threat diagrams documents not
only threat scenarios or incidents, but also the threats that may
cause them. In CORAS likelihood values may be assigned both to
vertices and the relations between them. By requesting the par-
ticipants in brainstorming sessions to provide likelihood estimates
both for threat scenarios, unwanted incidents and relations, the risk
analyst1 may uncover potential inconsistencies. The possibility for
recording such inconsistencies is important from a methodological
point of view. It helps to identify misunderstandings and pinpoint
aspects of the diagrams that must be considered more carefully.

In many practical situations, it is difficult to find exact values for
likelihoods on vertices. CORAS therefore allows likelihood values
in the form of intervals. For the purpose of this example we use
the likelihood scale Rare, Unlikely, Possible, Likely and Certain. Each
linguistic term is mapped to an interval of probability values in
Table 2.

We have assigned intervals of likelihood values to the vertices
in the diagram in Fig. 4 and exact probabilities to the relations
between them. The probability assigned to a relation from v1 to v2
captures the likelihood that v1 leads to v2. With regard to the exam-
ple scenario we consider it more likely that the threat scenario Login
observed leads to Laptop stolen than that the threat scenario Laptop
not locked does. The two relations to Laptop stolen have therefore
been assigned different probabilities.

1 The person in charge of the risk analysis and the leader of the brainstorming
session.

Table 2
Likelihood scale for probabilities.

Likelihood Description

Rare 〈0, 0.1]
Unlikely 〈0.1, 0.25]
Possible 〈0.25, 0.5]
Likely 〈0.5, 0.8]
Certain 〈0.8, 1.0]

We can represent the scenario described by the CORAS threat
diagram in Fig. 4 in a risk graph by including the threats in the
initial nodes, and representing the consequence of the incident for
the asset Data in a separate vertex. This is illustrated in Fig. 5.

After we present the formal semantics of risk graphs in Sec-
tion 3, we give a more systematic description of how CORAS threat
diagrams can be represented by risk graphs.

2.3. Representing assumptions in risk graphs

A risk analysis may target any system, including systems of
systems. Even in a relatively small analysis there is a consider-
able amount of information to process. When the analysis targets
complex systems we need means to decompose the analysis into
separate parts that can be carried out independently. Moreover, it
must be possible to combine the analysis results of these separate
parts into a valid risk picture for the system as a whole. When there
is mutual dependency between parts, and we want to deduce the
effect of composition, we need means to distinguish mutual depen-
dency that is well-founded from mutual dependency that is not,
that is, avoid circular reasoning. This problem of modularity is not
specific to the field of risk analysis. It is in fact at the very core of a
reductionistic approach to science in general.

Assumption-guarantee reasoning (Jones, 1981; Misra and
Chandy, 1981) has been suggested as an approach to facilitate mod-
ular system development. In the assumption-guarantee approach
specifications consists of two parts, an assumption and a guarantee:

• The assumption specifies the assumed environment for the spec-
ified system part.

• The guarantee specifies how the system part is guaranteed to
behave when executed in an environment that satisfies the
assumption.

Assumption-guarantee specifications, sometimes also referred
to as contractual specifications, are useful for specifying open
systems, that is, systems that interact with and depend on an
environment. Several variations of such specifications have been
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Fig. 5. Representing a CORAS threat diagram in a risk graph.

suggested for different contexts. For example Meyer (1992) intro-
duced contracts in software design, with the design by contract
principle. This paradigm is inspired by Hoare who first intro-
duced a kind of contract specifications in formal methods with
his pre/postcondition style (Hoare, 1969). Jones later introduced the
rely/guarantee method (Jones, 1983) to handle concurrency.

The assumption-guarantee style is also useful for reasoning
about risks of systems that interact with an environment. In order to
document assumptions in a risk analysis we introduce the notion
of dependent risk graph. A dependent risk graph is divided into
two parts; one part that describes the target of analysis and one
part that describes the assumptions on which the risk estimates
depend. Since a dependent risk graph is simply a risk graph divided
into two parts, we believe that our approach to capture and analyse
dependencies in risk graphs can be applied to any risk modelling
technique that can be represented as a risk graph.

To our knowledge no other risk modelling technique offers
the possibility to document these assumptions as part of the risk
modelling and assumptions are therefore left implicit. This is unfor-
tunate since the validity of the risk analysis results may depend
on these assumptions. Often it will be infeasible to include all fac-
tors affecting the risks of such open systems into a risk analysis. In
practice risk analyses therefore often make some kind of assump-
tions about the environment on which the analysis results rely.
When analysis results depend on assumptions that are not docu-
mented explicitly they may be difficult to interpret by persons not
directly involved in the analysis and therefore difficult to maintain
and reuse.

By introducing the notion of dependent risk, we can document
risks of a target with only partial knowledge of the factors that
affect the likelihood of a risk. We can use assumptions to simplify
the focus of the analysis. If there are some sub-systems or external
systems interacting with the target that we believe to be robust and
secure, we may leave these out of the analysis. Thus, the likelihood
of the documented risks depend on the assumption that no inci-
dents originate from the parts we left out and this should be stated
explicitly.

The use of assumptions also allow us to reason about risk anal-
yses of modular systems. To reason about the risk analysis of a
particular part we state what we assume about the environment. If
we want to combine the risk analysis of separate parts that inter-
act with each other into a risk analysis for the combined system,
we must prove that the assumptions under which the analyses are
made are fulfilled by each analysis.

3. A calculus for risk graphs

In this section we provide a definition of risk graphs and their
formal semantics, before presenting a calculus for risk graphs based
on this semantics.

3.1. Definition and well-formedness criteria

We distinguish between two types of risk graphs: basic risk
graphs and dependent risk graphs. A basic risk graph is a finite set
of vertices and relations between the vertices. A vertex is denoted
by vi, while a relation from vi to vj is denoted by vi → vj . Each vertex
represents a scenario. A relation v1 → v2 from v1 to v2 means that
v1 may lead to v2, possibly via other intermediate vertices.

Vertices and relations can be assigned probability intervals. Let-
ting P denote a probability interval, we write v(P) to indicate that

the probability interval P is assigned to v. Similarly, we write vi
P→vj

to indicate that the probability interval P is assigned to the rela-
tion from vi to vj . If no probability interval is explicitly assigned, we
assume that the interval is [0, 1].

Intuitively, v(P) means that v occurs with a probability in P,

while vi
P→vj means that the conditional probability that vj will occur

given that vi has occurred is a probability in P. The use of inter-
vals of probabilities rather than a single probability allows us to
take into account the uncertainty that is usually associated with
the likelihood assessments obtained during risk analysis.

For a basic risk graph D to be well-formed, we require that if
a relation is contained in D then its source vertex and destination
vertex are also contained in D:

v → v′ ∈ D ⇒ v ∈ D ∧ v′ ∈ D (1)

A dependent risk graph is similar to a basic risk graph, except that the
set of vertices and relations is divided into two disjunct sets repre-
senting the assumptions and the target. We write A� T to denote
the dependent risk graph where A is the set of vertices and rela-
tions representing the assumptions and T is the set of vertices and
relations representing the target. For a dependent risk graph A� T
to be well-formed we have the following requirements:

v → v′ ∈ A ⇒ v ∈ A ∧ v′ ∈ A ∪ T (2)

v → v′ ∈ T ⇒ v′ ∈ T ∧ v ∈ A ∪ T (3)

v → v′ ∈ A ∪ T ⇒ v ∈ A ∪ T ∧ v′ ∈ A ∪ T (4)

A ∩ T = ∅ (5)

Note that (4) is implied by (2) and (3). This means that if A� T is a
well-formed dependent risk graph then A ∪ T is a well-formed basic
risk graph.

3.2. The semantics of risk graphs

A risk graph can be viewed as a description of the part of the
world that is of relevance for our analysis. Therefore, in order to pro-
vide a formal semantics for risk graphs, we need a suitable way of
representing the relevant aspects of the world. As our main concern
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is analysis of scenarios, incidents, and their probability, we assume
that the relevant part of the world is represented by a probability
space (Dudley, 2002) on traces. A trace is a finite or infinite sequence
of events. We let H denote the set of all traces and HN denote the
set of all finite traces. A probability space is a triple consisting of
the sample space, i.e., the set of possible outcomes (here: the set of
all traces H), a set F of measurable subsets of the sample space and
a measure � that assigns a probability to each element in F. The
semantics of a risk graph is a set of statements about the probabil-
ity of trace sets representing vertices or combinations of vertices.
This means that the semantics consists of statements about �. We
assume that F is sufficiently rich to contain all relevant trace sets.
For example, we may require that F is a cone-�-field of H (Segala,
1995).

For combinations of vertices we let v1 � |v2 denote the occur-
rence of both v1 and v2 where v1 occurs before v2 (but not
necessarily immediately before), while v1 � v2 denotes the occur-
rence of at least one of v1 or v2. We say that a vertex is atomic if
it is not of the form v1 � |v2 or v1 � v2. For every atomic vertex vi

we assume that a set of finite traces Vi representing the vertex has
been identified.

Before we present the semantics of risk graphs we need to
introduce the auxiliary function tr( ) which defines a set of finite
traces from an atomic vertex or combined vertex. Intuitively, tr(v)
includes all possible traces leading up to and through the vertex v,
without continuing further. We define tr( ) formally as follows:

tr(v) def=HN � V when v is an atomic vertex (6)

tr(v1 �|v2) def= tr(v1) � tr(v2) (7)

tr(v1 � v2) def= tr(v1) ∪ tr(v2) (8)

where � is an operator for the sequential composition of trace sets,
for example weak, sequencing in UML sequence diagrams or pair-
wise concatenation of traces. Note that this definition implies that
tr(v1 �|v2) includes traces where one goes from v1 to v2 via finite
detours.

A probability interval P assigned to a vertex means that the like-
lihood of going through the vertex, independent of what happens
before and afterwards, is a value in P. The semantics of a vertex is
defined by

�v(P)�def= �c(tr(v)) ∈ P (9)

where �c(S) denotes the probability of any continuation from the
trace set S:

�c(S) def= �(S � H)

For an atomic vertex v this means that �c(HN � V) ∈ P.
A probability interval P assigned to a relation v1 → v2 means that

the conditional probability of going to v2 given that v1 has occurred
is a value in P. Hence, the probability of going through v1 followed
by v2 equals the probability of v1 multiplied by a probability in P.

The semantic of a relation is defined by

�v1
P→v2�def= �c(tr(v1 � |v2)) ∈ �c(tr(v1)) · P (10)

where multiplication of probability intervals is defined as follows:

[min1, max1] · [min2, max2] def= [min1 · min2, max1 · max2] (11)

p · [min1, max1] def= [p · min1, p · max1] (12)

Note that tr(v1 � |v2) also includes traces that constitute a detour
from v1 to v2. In general, if there is a direct relation from v1 to v2 then
the likelihood of this relation contains the likelihood of all indirect
routes from v1 to v2.

The semantics �D �of a basic risk graph D is the conjunction of
the logical expressions defined by the vertices and relations in D:

�D�def=
∧

e ∈ D
�e� (13)

where e is either a relation or a vertex in D. Note that this gives
�∅� =  (True).

A basic risk graph D is said to be correct (with regard to the
world) if �D �holds, that is, if all the conjuncts of �D �are true. If it is
possible to deduce ⊥ (False) from �D �, then D is inconsistent.

Having introduced the semantics of basic risk graphs, the next
step is to extend the definitions to dependent risk graphs. Before
doing this we introduce the concepts of interface between sub-
graphs, that is between sets of vertices and relations that do not
necessarily fulfill the well-formedness requirements for basic risk
graphs presented above.

Given two sub-graphs D, D′, we let i(D, D′) denote D’s interface
towards D′. This interface is obtained from D by keeping only the
vertices and relations that D′ depends on directly. We define i(D,
D′) formally as follows:

i(D, D′) def= {v ∈ D|∃v′ ∈ D′ : v → v′ ∈ D ∪ D′} ∪ {v → v′ ∈ D|v′ ∈ D′} (14)

A dependent risk graph on the form A� T means that all sub-graphs
of T that only depends on the parts of A’s interface towards T that
actually holds, must also hold. The semantics of a dependent risk
graph A� T is defined by:

�A � T�def= ∀T ′ ⊆ T : �i(A ∪ T \ T ′, T ′)� ⇒ �T ′� (15)

Note that \ is assumed to bind stronger than ∪ and ∩. If all of A
holds (i.e. �A �is true), then all of T must also hold, but this is just a
special case of the requirement given by (15). Note that Definition
13 applies to all sets of vertices and relations, irrespective of any
well-formedness criteria.

Note that if the assumption of a dependent graph A� T is empty
(i.e. A =∅) it means that we have the graph T, that is the semantics
of ∅�T is the same as that of T. This is stated as Lemma 13 and
proved in Appendix A.

3.3. The calculus

We introduce a set of rules to facilitate reasoning about depen-
dent risk graphs. In Section 3.3.1 we define a set of rules for
computing likelihood values of vertices. In Section 3.3.2 we define a
set of rules for reasoning about dependencies. We also show sound-
ness of the calculus. By soundness we mean that all statements that
can be derived using the rules of the calculus are valid with respect
to the semantics of risk graphs.

The rules are of the following form:

R1 R2 . . . Ri

C

We refer to R1, . . ., Ri as the premises and to C as the conclusion.
The interpretation is as follows: if the premises are valid so is the
conclusion.

3.3.1. Rules for computing likelihood values
In general, calculating the likelihood of a vertex v from the

likelihoods of other vertices and connecting relations may be chal-
lenging. In fact, in practice we may often only be able to deduce
upper or lower bounds, and in some situations a graph has to be
decomposed or even partly redrawn to make likelihood calcula-
tions feasible. However, for the purpose of this paper with its focus
on dependencies, we need only the basic rules as presented below.

The relation rule formalises the conditional probability seman-
tics embedded in a relation. The likelihood of v1 � |v2 is equal to
the likelihood of v1 multiplied by the conditional likelihood of v2



Author's personal copy

G. Brændeland et al. / The Journal of Systems and Software 83 (2010) 1995–2013 2001

given that v1 has occurred. The new vertex v1 � |v2 may be seen as
a decomposition of the vertex v2 representing the cases where v2
occurs after v1.

Rule 1 (Relation). If there is a direct relation going from vertex v1
to v2, we have:

v1(P1) v1
P2→v2

(v1 � |v2)(P1 · P2)

If two vertices are mutually exclusive the likelihood of their
union is equal to the sum of their individual likelihoods.

Rule 2 (Mutually exclusive vertices). If the vertices v1 and v2 are
mutually exclusive, we have:

v1(P1) v2(P2)
(v1 � v2)(P1 + P2)

where addition of probability intervals is defined by replacing · with
+ in Definition (11).

Finally, if two vertices are statistically independent the like-
lihood of their union is equal to the sum of their individual
likelihoods minus the likelihood of their intersection, which equals
their product.

Rule 3 (Independent vertices). If the vertices v1 and v2 are sta-
tistically independent, we have:

v1(P1) v2(P2)
(v1 � v2)(P1 + P2 − P1 · P2)

where subtraction of probability intervals is by replacing · with − in
Definition (11). Note that subtraction of probability intervals occur
only in this context. The definition ensures that every probability
in P1 + P2 − P1 · P2 can be obtained by selecting one probability from
P1 and one from P2, i.e. that every probability equals p1 + p2 − p1 · p2
for some p1 ∈ P1, p2 ∈ P2.

3.3.2. Rules for reasoning about dependencies
In the following we define a set of rules for reasoning about

dependencies. We may for example use the calculus to argue that
an overall threat scenario captured by a dependent risk graph
D follows from n dependent risk graphs D1, . . ., Dn describing
mutually dependent sub-scenarios.

In order to reason about dependencies we must first define what
is meant by dependency. The relation D ‡D′ means that D′ does not
depend on any vertex or relation in D. This means that D does not
have any interface towards D′ and that D and D′ have no common
elements:

Definition 4 (Independence).

D‡D′ ⇔ D ∩ D′ = ∅ ∧ i(D, D′) = ∅
Note that D ‡D′ does not imply D′ ‡D.

The following rule states that if we have deduced T assuming A,
and T is independent of A, then we may deduce T.

Rule 5 (Assumption independence).

A � T A‡T
� T

From the second premise it follows that T does not depend on
any vertex or relation in A. Since the first premise states that all sub-
graphs of T holds that depends on the parts of A’s interface towards
T that holds, we may deduce T.

The following rule allows us to remove a part of the assumption
that is not connected to the rest.

Rule 6 (Assumption simplification).

A ∪ A′ � T A‡A′ ∪ T

A′ � T

The second premise implies that neither A′ or T depends on any
vertex or relation in A. Hence, the validity of the first premise does
not depend upon A in which case the conclusion is also valid.2

The following rule allows us to remove part of the target scenario
as long as it is not situated in-between the assumption and the part
of the target we want to keep.

Rule 7 (Target simplification).

A � T ∪ T ′ T ′‡T
A � T

The second premise implies that T does not depend on any ver-
tex or relation in T′ and therefore does not depend on any vertex or
relation in A via T′. Hence, the validity of the first premise implies
the validity of the conclusion.

To make use of these rules, when scenarios are composed, we
also need a consequence rule.

Rule 8 (Assumption consequence).

A ∪ A′ � T � A

� T

Hence, if all sub-graphs of T holds that depends on the parts of
A ∪ A′ s interface towards T that holds, and we can show A, then it
follows that T.

Theorem 9 (Soundness). The calculus for risk graphs is sound.

The proofs are in Appendix A.

4. Instantiating the calculus in CORAS

In the following we show how the rules defined in Section 3
can be instantiated in the CORAS threat modelling language. The
CORAS approach for risk analysis consists of a risk modelling lan-
guage; the CORAS method which is a step-by-step description of the
risk analysis process, with a guideline for constructing the CORAS
diagrams; and the CORAS tool for documenting, maintaining and
reporting risk analysis results. For a full presentation of the CORAS
method we refer to the book Model driven risk analysis. The CORAS
approach by Lund et al. (in press).

4.1. Instantiating the calculus in CORAS

CORAS threat diagrams are used to aid the identification and
analysis of risks and to document risk analysis results. Threat
diagrams describe how different threats exploit vulnerabilities to
initiate threat scenarios and incidents, and which assets the inci-
dents affect. The basic building blocks of threat diagrams are:
threats (deliberate, accidental and non-human), vulnerabilities,
threat scenarios, incidents and assets. Fig. 6 presents the icons rep-
resenting the basic building blocks.

The CORAS risk modelling language has a formal syntax and a
structured semantics, defined by a formal translation of any CORAS
diagram into a paragraph in English. A CORAS threat diagram, for-
malised in the textual syntax, consists of a finite set of vertices and a
finite set of relations between them. The vertices correspond to the
threats, threat scenarios, unwanted incidents, and assets. The rela-
tions are of three kinds: initiate, leads-to, and impact. An initiate

2 Note that Rule 5 above is derivable from Rule 6 if we let A′ =∅ in Rule 6. We
have included Rule 5 for practical reasons to simplify the deductions.
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Fig. 6. Basic building blocks of CORAS threat diagram.

relation originates in a threat and terminates in a threat scenario
or an incident. A leads-to relation originates in a threat scenario
or an incident and terminates in a threat scenario or an incident.
An impact relation represents harm to an asset. It originates in an
incident and terminates in an asset.

As already argued a CORAS threat diagram can be interpreted
as a dependent risk graph. There are, however, some differences
between a CORAS threat diagram and a risk graph:

• Initiate and leads-relations in a CORAS threat diagram may be
annotated with vulnerabilities, whereas relations in a risk graph
may not.

• A CORAS threat diagram includes four types of vertices: threats,
threat scenarios, incidents and assets, whereas a risk graph have
only one type of vertex.

• A CORAS threat diagram includes three types of relations: initiate,
leads-to and impact, whereas a risk graph has only one.

For the purpose of calculating likelihoods of vertices and reason-
ing about dependencies, however, these differences do not matter.
Firstly, vulnerabilities do not affect the calculation of likelihoods
and may therefore be ignored in the formal representation of the
diagrams. Secondly, the different vertices and relations of a CORAS
threat diagram may be interpreted as special instances of the threat
scenario vertex and relation of a risk graph, as follows:

• An incident vertex in a CORAS threat diagram is interpreted as a
threat scenario vertex in a risk graph.

• We interpret a set of threats t1, . . ., tn with initiate relations to
the same threat scenario s as follows: The vertex s is decomposed
into n parts, where each sub-vertex sj, j ∈ [1 . . . n] corresponds to
the part of s initiated by the threat tj. Since a threat is not an event
but rather a person or a thing, we do not assign a likelihood value
to a threat in CORAS, but to the initiate relation leading from the
threat instead. We therefore combine a threat tj, initiate relation
ij with likelihood Pj and sub-vertex sj into a new threat scenario
vertex: Threat ti initiates si with likelihood Pi.

• We interpret an impact relation from incident u with impact i
to an asset a in a CORAS threat diagram as follows: The impact
relation is interpreted as a relation with likelihood 1. The asset a
is interpreted as the threat scenario vertex: Incident u harms asset
a with impact i.

The representation of the scenario described by the CORAS
threat diagram in Fig. 4, in the risk graph in Fig. 5, illustrates some
of the substitutions described above.

5. Example: dependent risk analysis of mutually dependent
power systems

In this section we give a practical example of how dependent risk
analysis can be applied to analyse risks in the power systems in the
southern parts of Sweden and Norway. We focus on the analysis
of blackout scenarios. We show how the risk analyses of blackouts

in southern Norway and southern Sweden can be combined into a
risk analysis of the system as a whole, by applying the rules defined
in Section 3 to the formal representation of the diagrams used in
the example.

5.1. Analysing threats to the Swedish power sector

Fig. 7 shows a threat diagram documenting possible threat sce-
narios leading to the incidents Blackout in southern Sweden and
Minor area blackout. The target of analysis in the example is lim-
ited to the power system in southern Sweden. We restrict ourselves
to the potential risk of blackouts. A blackout is an unplanned and
uncontrolled outage of a major part of the power system, leaving
a large number of consumers without electricity (Doorman et al.,
2004).

When drawing a threat diagram, we start by placing the assets to
the far right, and potential threats to the far left. The identified asset
in the example is Power production in Sweden. The construction of
the diagram is an iterative process. We may add more threats later
in the analysis. When the threat diagrams are drawn, the assets of
relevance have already been identified and documented in an asset
diagram, which for simplicity is left out here.

Next we place incidents to the left of the assets. In this case we
have two incidents: Blackout in southern Sweden and Minor area
blackout. The incidents represent events which have a negative
impact on one or more of the identified assets. This impact relation
is represented by drawing an arrow from the unwanted incident to
the relevant asset.

The next step consists in determining the different ways in
which a threat may initiate an incident. We do this by placing threat
scenarios, each describing a series of events, between the threats
and unwanted incidents and connecting them all with initiate rela-
tions and leads-to relations.

According to Doorman et al. (2004) the most severe blackout
scenarios affecting southern parts of Sweden are related to the
main corridor of power transfer from mid Sweden to southern Swe-
den. This is described by the threat scenario Outage of two or more
transmission lines in the north/south corridor.

In the example we have identified three threats: the acciden-
tal human threat Operator mistake, the deliberate human threat
Sabotage at nuclear plant and the non-human threat Lack of rain
in southern Sweden. In the case where a vulnerability is exploited
when passing from one vertex to another, the vulnerability is posi-
tioned on the arrow representing the relation between them. For
example the accidental human threat Operator mistake exploits the
vulnerability Interface bottleneck to initiate the threat scenario Out-
age of two or more transmission lines in the north/south corridor.
This vulnerability refers to the fact that the corridor is a critical
interconnection to the southern part of Sweden.

The threat diagram shows that the threat scenario Outage of two
or more transmission lines in the north/south corridor may lead to the
incident Minor area blackout. In combination with an already loaded
transmission corridor, this threat scenario can also exploit the vul-
nerability Failed load shedding and cause the threat scenario Grid
overload in southern Sweden causes multiple outages. The vulnera-
bility Failed load shedding refers to the possible lack of sufficient
countermeasures. The threat scenario Grid overload in southern
Sweden causes multiple outages can exploit the vulnerability Failed
area protection and cause the incident Blackout in southern Sweden.
Another scenario that can lead to Minor area blackout is Unstable
network due to the threat scenario Capacity shortage.

5.2. Representing assumptions using dependent threat diagrams

The power sector in southern Sweden can be seen as a sub-
system of the Nordic power sector. The power sectors of Sweden,
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Fig. 7. Threat scenarios leading to blackout in southern Sweden.

Denmark, Norway and Finland are mutually dependent. Hence, the
risk of a blackout in southern Sweden can be affected by the stability
of the power sectors in the neighbouring countries. These neigh-
bouring sectors are not part of the target of analysis as specified
previously and therefore not analysed as such, but we should still
take into account that the risk level of the power sector in south-

ern Sweden depends on the risk levels of the power sectors in the
Nordic countries. We do this by stating explicitly which external
threat scenarios we take into consideration.

In order to represent assumptions about threat scenarios, we
have extended the CORAS language with so called dependent threat
diagrams. Fig. 8 shows a dependent threat diagram for the power

Fig. 8. Dependent CORAS diagram for the power sector in southern Sweden.
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Fig. 9. Assigning likelihood and consequence values to the threat diagram for southern Sweden.

sector in southern Sweden. The only difference between a depen-
dent threat diagram and a normal threat diagram is the border line
separating the target from the assumptions about its environment.

Everything inside the border line belongs to the target; every-
thing on the border line, like the leads-to relation from the threat
scenario High import from southern Sweden to the threat sce-
nario High export from southern Sweden also belongs to the target.
The remaining elements, i.e. everything completely outside the
border line like the threat scenario High import from southern
Sweden, are the assumptions that we make for the sake of the
analysis.

The dependent threat diagram in Fig. 8 takes into considera-
tion the external threat scenario High import from southern Sweden.

There may of course be many other threats and incidents of
relevance in this setting, but this diagram makes no further assump-
tions. We refer to the content of the rectangular container including
relations crossing on the border as the target, and to the rest as the
assumption.

5.3. Annotating the diagram with likelihood and consequence
values

In the risk estimation phase the CORAS diagrams are annotated
with likelihoods and consequence values. Both threat scenarios,
incidents, initiate relations and leads-to relations may be annotated
with likelihoods.

Fig. 10. Dependent CORAS diagram for the power sector in southern Norway.
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In Fig. 9 all initiate relations and all vertices not dependent
on the assumed threat scenario have been assigned intervals of
likelihood values according to the scale defined in Section 2.2.
For simplicity we have assigned exact probabilities to the leads-
to relations, but we could have assigned intervals to them as
well. We have for example assigned the likelihood value Cer-
tain to the relation initiating the threat scenario Outage of two or
more transmission lines in the north/south corridor and the likeli-
hood value 0.5 to the leads-to relation from this scenario to the
threat scenario Grid overload in southern Sweden causes multiple
outages.

After likelihood values have been assigned during risk estima-
tion the calculus of risk graphs may be used to check that the
assigned values are consistent. See Lund et al. (in press) for a thor-
ough discussion on how to check consistency of likelihood values
in threat diagrams.

We have parameterised the likelihood of the assumed exter-
nal threat scenario. This implies that the likelihood of incidents
dependent on this scenario depend on the instantiation of the
likelihood values of the assumed threat scenario. If the like-
lihood of the assumed threat scenario is instantiated with a
concrete value we may use the calculus to compute the likeli-
hood values of the vertices that depend on the assumed threat
scenario.

If a diagram is incomplete, we can deduce only the lower bounds
of the probabilities. For the purpose of the example we assume that
the diagrams are complete in the sense that no other threats, threat
scenarios or unwanted incidents than the ones explicitly shown
lead to any of the threat scenarios or the unwanted incident in the
diagrams.

In Fig. 9, we have also assigned a consequence value to each
impact relation. In this example we use the following consequence
scale: minor, moderate, major, critical and catastrophic. In a risk anal-
ysis such qualitative values are often mapped to concrete events.
A minor consequence can for example correspond to a blackout
affecting few people for a short duration, while a catastrophic con-
sequence can be a blackout affecting more than a million people for
several days.

In Fig. 9 we have assigned the consequence value critical to the
impact relation from the incident Blackout in southern Sweden to
the asset Power production in Sweden and the consequence value
moderate to the impact relation from the incident Minor area black-
out.

5.4. Reasoning about the dependent threat diagrams

To illustrate how the rules defined in Section 3 can be used to
reason about risks in mutually dependent systems we widen the
scope to include the power sector in southern Norway in addi-
tion to that of southern Sweden. Fig. 10 presents a dependent
CORAS diagram for the power sector in southern Norway. In order
to facilitate reuse we keep our assumptions about the environ-
ment as generic as possible. By parameterising the name of the
offending power sector, we may later combine the risk analysis
results for the Norwegian power sector with results from any of
the other Nordic countries.3 As in the example with southern Swe-
den we also parametrise on the likelihood value of the assumed
incident.

The dependent diagrams of Figs. 9 and 10 illustrate that assump-
tions in one analysis can be part of the target in another analysis,
and vice versa. The assumption High import from southern Sweden,
for example, is in Fig. 9 an assumption about the power market

3 The syntactic definition of the CORAS language (Dahl et al., 2007) does not take
parametrisation into account. This is however a straightforward generalisation.

Table 3
Abbreviations of vertices.

Hd = High demand
Hia = High import from southern Sweden
BiS = Blackout in southern Sweden
GinS = Grid overload in southern Sweden causes multiple outages
GinN = Grid overload in southern Norway causes multiple outages
Mib = Minor area blackout
HdHi = High demand initiates high import from southern Sweden
Tab = Total area blackout in southern Norway
PiN = Power production in southern Norway
TabI = Total area blackout in southern Norway harms Power

production in Norway with consequence critical

of a neighbouring country made by the Swedish power system. In
Fig. 10 the same threat scenario is part of the target. The Norwe-
gian power system similarly makes the assumption Blackout in Y,
which by substituting Y with southern Sweden, is part of the target
in Fig. 9.

In order to apply the rules defined in Section 3 to a diagram, it
must be translated into its textual representation. For sake of sim-
plicity we only translate the parts of the diagrams that are active
in the deductions. After the diagrams are translated into their tex-
tual syntax we transform the relations and vertices to fit with the
semantics of risk graphs, following the steps described in Section
4. Hence, for example the threat High demand, the threat scenario
High import from southern Sweden and the initiate relation from the
threat to the threat scenario are transformed into a new vertex:
High demand initiates high import from southern Sweden. For sake of
readability we use the shorthand notations for the translated and
transformed elements listed in Table 3.

Using the calculus on the formal representation of the depen-
dent CORAS diagrams for the two target scenarios, we may deduce
the validity of the combined target scenario Blackout in southern
Sweden and southern Norway shown in Fig. 11. That is we deduce
the validity of the formal representation of the combined scenario
instantiated as a risk graph according to the steps described in Sec-
tion 4. The main clue is of course that the paths of dependencies
between the two diagrams are well-founded: when we follow a
path backward we will cross between the two diagrams only a finite
number of times.

Let A1 � T1 denote the dependent diagram in Fig. 9 via the sub-
sitution

{X �→ Likely},

and A2 � T2 denote the dependent diagram in Fig. 10 via the substi-
tution

{X �→ Possible, Y �→ southern Sweden}

When we identify dependencies we can ignore the vulnerabilities.
The assumption A1 in Fig. 9 can therefore be represented by:

A1 = {HdHi(Likely)}

The assumption A2 in Fig. 10 is represented by:

A2 = {BiS(Possible)}

We may understand the union operator on scenarios as a logical
conjunction. Hence, from �S1 and �S2 we may deduce �S1 ∪ S2,
and the other way around.

We assume that the dependent diagrams in Fig. 9 and 10 are
correct, that is: we assume the validity of

A1 � T1, A2 � T2
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Fig. 11. The threats for the composite system.

We need to prove the correctness of the diagram in Fig. 11, that is
want to deduce

� T1 ∪ T2

〈1〉1.Assume: A1 � T1 ∧ A2 � T2

Prove: � T1 ∪ T2

〈2〉1. Let:T ′
2 = T2 \ A1, that is T ′

2 equals the set of vertices and relations in
T2 minus the ones contained in A1, namely {HdHi(Likely)}

〈2〉2.T ′
2‡A1

Proof: By Definition 4.
〈2〉3.T2 = T ′

2 ∪ A1

Proof: By 〈2〉1, since A1 ⊆ T2

〈2〉4.A2 � A1

Proof: By assumption 〈1〉1, steps 〈2〉 2 and 〈2〉 2 and Rule 7 (Target
simplification).

〈2〉5.A2‡A1

Proof: By Definition 4.
〈2〉6.� A1

Proof: By〈2〉4,〈2〉 5 and Rule 5 (Assumption independence).
〈2〉7.� T1

Proof: By 〈1〉1,〈2〉 6 and Rule 8 (Assumption consequence).
〈2〉8.� A2

Proof: By〈2〉7, since A2 ⊆ T1.
〈2〉9.� T2

Proof: By 〈1〉1.〈2〉 8 and Rule 8 (Assumption consequence).
〈2〉10. Q.E.D.
Proof: By〈2〉 7 and〈2〉9.

〈1〉2. Q.E.D.

Note that we may also deduce useful things about diagrams with
cyclic dependencies. For example, if we add a relation from Grid
overload in southern Norway causes multiple outages to Blackout in
southern Sweden in the assumption of the diagram in Fig. 9, we may
still use the CORAS calculus to deduce useful information about the

part of Fig. 11 that does not depend on the cycle (i.e., cannot be
reached from the two vertices connected by the cycle).

Let A3 � T3 denote the dependent diagram in Fig. 9 augmented
with the new relation described above. Let

A′
3 = {HdHi(Likely)} and A

′′
3 = {GinS}

Let T ′
2 = T2 \ A

′′
3 ∪ GinN

0.5→TabI, that is T ′
2 equals the set of vertices

and relations in T2 minus the ones dependent on A
′′
3. We may now

apply the rules for dependent diagrams to deduce

� (T1 \ A2) ∪ T ′
2

6. Related work

There are several approaches that address the challenge of con-
ducting risk analyses of modular systems. For example several
approaches to component-based hazard analysis describe system
failure propagation by matching ingoing and outgoing failures
of individual components (Giese et al., 2004; Giese and Tichy,
2006; Papadoupoulos et al., 2001; Kaiser et al., 2003). A differ-
ence between these approaches and risk graphs is that they link
the risk analysis directly to system components. Dependent risk
graphs are not linked directly to system components, as the target
of an analysis may be restricted to an aspect or particular feature of a
system. The modularity of dependent risk graphs is achieved by the
assumption-guarantee structure, not by the underlying component
structure and composition is performed on risk analysis results, not
components. Our approach does not require any specific type of
system specification diagram as input for the risk analysis, the way
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the approach of for example Giese et al. (2004); Giese and Tichy
(2006) does.

Giese et al. have defined a method for compositional hazard
analysis of restricted UML component diagrams and deployment
diagrams. They employ fault tree analysis to describe hazards and
the combination of component failures that can cause them. For
each component they describe a set of incoming failures, outgo-
ing failures, local failures (events) and the dependencies between
incoming and outgoing failures. Failure information of components
can be composed by combining their failure dependencies. The
approach of Giese et al. is similar to ours in the sense that it is partly
model-based, as they do hazard analysis on UML diagrams. Their
approach also has an assumption-guarantee flavour, as incoming
failures can be seen as a form of assumptions. There are, however,
also some important differences. The approach of Giese et al. is
limited to hazard analysis targeting hazards caused by software or
hardware failures. Our approach has a broader scope. It can be used
to support both security risk analysis and safety analysis.

Papadoupoulos et al. (2001) apply a version of Failure Modes and
Effects Analysis (FMEA) (Bouti and Kadi, 1994) that focuses on com-
ponent interfaces, to describe the causes of output failures as logical
combinations of internal component malfunctions or deviations
of the component inputs. They describe propagation of faults in a
system by synthesising fault trees from the individual component
results.

Kaiser et al. (2003) propose a method for compositional fault
tree analysis. Component failures are described by specialised com-
ponent fault trees that can be combined into system fault trees via
input and output ports.

Fenton et al. (2002) and Fenton and Neil (2004) addresses the
problem of predicting risks related to introducing a new component
into a system, by applying Bayesian networks to analyse failure
probabilities of components. They combine quantitative and qual-
itative evidence concerning the reliability of a component and use
Bayesian networks to calculate the overall failure probability. As
opposed to our approach, theirs is not compositional. They apply
Bayesian networks to predict the number of failures caused by a
component, but do not attempt to combine such predictions for
several components.

7. Discussion and conclusion

We have presented a modular approach to the modelling and
analysis of risk scenarios with mutual dependencies. The approach
is based on so called dependent risk graphs. A dependent risk graph
is divided into two parts; one part describes the target of analysis
and one part describes the assumptions on which the risk estimates
depend. We have defined a formal semantics for dependent risk
graphs on the top of which one may build practical methods for
modular analysis and modelling of risks. The possibility to make
explicit the assumptions on which risk analysis results depend
provides the basis for maintenance of analysis results as well as
a modular approach to risk analysis.

The formal semantics includes a calculus for risk graphs that
allow us to reason about dependencies between risk analysis
results. The rules of the calculus can be applied to dependent
risk graphs, to resolve dependencies among them. Once depen-
dencies are resolved, diagrams documenting risks of separate
system parts can be combined into risk graphs documenting
risks for the system as a whole. The calculus is proved to be
sound.

We argue that a risk graph is a common abstraction of graph and
tree-based risk modelling techniques. Since a dependent risk graph
is simply a risk graph divided into two parts, we believe that our
approach to capture and analyse dependencies in risk graphs can

be applied to any risk modelling technique that can be represented
as a risk graph.

We have exemplified the approach to dependent risk analysis,
by applying dependent CORAS diagrams in an example involv-
ing the power sectors in southern Sweden and southern Norway.
Dependent CORAS diagrams are part of the CORAS language for
risk modelling (Lund et al., in press). They have a formal syntax
which can be interpreted in the formal semantics of dependent
risk graphs presented in this paper. We show that in this example
we can resolve dependencies. In general, our approach is able to
handle arbitrary long chains of dependencies, as long as they are
well-founded.

The applicability of the CORAS language has been thoroughly
evaluated in a series of industrial case studies, and by empiri-
cal investigations documented by Hogganvik and Stølen (2005a,b,
2006). The need for documenting external dependencies came up
in one of these case studies during an assessment of risks in critical
infrastructures. In critical infrastructures systems are often mutu-
ally dependent and a threat towards one of them may realise threats
towards the others (Rinaldi et al., 2001; Restrepo et al., 2006). The
Integrated Risk Reduction of Information-based Infrastructure Sys-
tems project (Flentge, 2006) has identified lack of appropriate risk
analysis models as one of the key challenges in protecting critical
infrastructures.

The CORAS method was compared to six other risk analysis
methods in a test performed by the Swedish Defence Research
Agency in 2009 (Bengtsson et al., 2009). The purpose of the test
was to check the relevance of the methods with regard to assess-
ing information security risks during the different phases of the life
cycle of IT systems, on behalf of the Swedish Defence Authority. In
the test CORAS got the highest score with regard to relevance for
all phases of the life cycle. According to the report the good score of
CORAS is due to the well established modelling technique of CORAS
for all types of systems and the generality of the method.

7.1. Limitations and future work

In the presented example we had an exact syntactic match
between the assumptions of one analysis and the target of another.
In practice two risk analyses performed independently of each
other will not provide exact syntactic matches of the described
threat scenarios. A method for dependent risk analysis should
therefore provide guidelines for how to compare two scenarios
based on an understanding of what they describe, rather than their
syntactic content. One possible approach is to combine the pre-
sented approach with the idea of so called high-level diagrams
that describe threat scenarios at a higher abstraction level. For a
description of high-level CORAS see (Lund et al., in press).

Another task for future work is to investigate in more detail
the applicability of the described approach to other risk modelling
techniques such as fault trees and Bayesian belief networks.
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Appendix A. Proofs

In order to show the main theorem: that the calculus defined
in Section 3 is sound, we first prove soundness of all the rules. The
soundness of a rule on the form

A, D1, . . . , Dn

D

where A is a set of assumptions not formulated as part of a depen-
dent risk graph is proved by shoving that

A ∧ �D1� ∧ . . . ∧ �Dn� ⇒ �D�

That is, we show that the new constraints given in D follows from
the original constraints in D1 . . . Dn together with the assumption
A.

A.1. Theorems and proofs related to computing likelihoods

Theorem 10 (Leads-to).

�v1(P1)� ∧ �v1
P2→v2� ⇒ �(v1 � |v2)(P1 · P2)�

Proof.
〈1〉1. Assume: 1. �v1(P1)�

2. �v1
P2→v2�

Prove: �(v1 � |v2)(P1 · P2)�
〈2〉1.�c(tr(v1)) ∈ P1

Proof: By assumption〈1〉1,1 and Definition (9)
〈2〉2.�c(tr(v1 � |v2)) ∈ �c(tr(v1)) · P2

Proof: By assumption〈1〉1,2 and Definition (10)
〈2〉3. Q.E.D.
Proof: By〈2〉1,〈2〉 2 and Definition (9)

〈1〉2. Q.E.D.
Proof: ⇒-rule:〈1〉1 �

Theorem 11 (Mutually exclusive vertices). We interpret mutual
exclusivity ofv1 andv2 as�c(tr(v1) ∩ tr(v1)) = 0.

�v1(P1)� ∧ �v2(P2)� ∧ �c(tr(v1) ∩ tr(v2)) = 0 ⇒ �(v1 � v2)(P1 + P2)�

Proof.
〈1〉1. Assume: 1. �v1(P1)� ∧ �v2(P2)�

2. �c(tr(v1) ∩ tr(v2)) = 0

Prove: �(v1 � v2)(P1 + P2)�
〈2〉1.�c(tr(v1 � v2)) ∈ P1 + P2

〈3〉1.tr(v1 � v2) = tr(v1) ∪ tr(v2)
Proof: By Definition (8)

〈3〉2.�c(tr(v1 � v2)) = �c(tr(v1) ∪ tr(v2))
Proof: By〈2〉1

〈3〉3.�c(tr(v1) ∪ tr(v2)) = �c(tr(v1)) + �c(tr(v2)) − �c(tr(v1) ∩ tr(v2))
Proof: By the fact that � is a probability measure

〈3〉4.�c(tr(v1) ∪ tr(v2)) = �c(tr(v1)) + �c(tr(v2))
Proof: By〈3〉 3 and assumption〈1〉1,2

〈3〉5.�c(tr(v1 � v2)) = �c(tr(v1)) + �c(tr(v2))
Proof: By〈2〉 2 and〈3〉4

〈3〉6.�c(tr(v1)) ∈ P1 ∧ �c(tr(v2)) ∈ P2

Proof: By assumption〈1〉1,1
〈3〉7.�c(tr(v1)) + �c(tr(v2)) ∈ P1 + P2

Proof: By〈3〉6
〈3〉8. Q.E.D.
Proof: By〈3〉 5 and〈3〉7

〈2〉2. Q.E.D.
Proof: By〈2〉 1 and Definition (9)

〈1〉2. Q.E.D.
Proof: ⇒-rule:〈1〉1 �

Theorem 12 (Statistically independent vertices). We inter-
pret statistical independence betweenv1 andv2 as�c(tr(v1) ∩ tr(v1)) =
�c(tr(v1)) · �c(tr(v2)).

�v1(P1)� ∧ �v2(P2)� ∧ �c(tr(v1) ∩ tr(v2))

= �c(tr(v1)) · �c(tr(v2)) ⇒ �(v1 � v2)(P1 + P2 − P1 · P2)�

Proof.
〈1〉1. Assume: 1. �v1(P1)� ∧ �v2(P2)�

2. �c(tr(v1) ∩ tr(v2)) = �c(tr(v1)) · �c(tr(v2))

Prove: �(v1 � v2)(P1 + P2 − P1 · P2)�
〈2〉1.�c(tr(v1 � v2)) ∈ P1 + P2 − P1 · P2

〈3〉1.tr(v1 � v2) = tr(v1) ∪ tr(v2)
Proof: By Definition (8)

〈3〉2.�c(tr(v1 � v2)) = �c(tr(v1) ∪ tr(v2))
Proof: By〈2〉1

〈3〉3.�c(tr(v1) ∪ tr(v2)) = �c(tr(v1)) + �c(tr(v2)) − �c(tr(v1) ∩ tr(v2))
Proof: By the fact that � is a probability measure

〈3〉4.�c(tr(v1) ∪ tr(v2)) = �c(tr(v1)) + �c(tr(v2)) − �c(tr(v1)) · �c(tr(v2))
Proof: By〈3〉 3 and assumption〈1〉1,2

〈3〉5.�c(tr(v1 � v2)) = �c(tr(v1)) + �c(tr(v2)) − �c(tr(v1)) · �c(tr(v2))
Proof: By〈2〉 2 and〈3〉4

〈3〉6.�c(tr(v1)) ∈ P1 ∧ �c(tr(v2)) ∈ P2

Proof: By assumption〈1〉1,1
〈3〉7. �c(tr(v1)) + �c(tr(v2)) − �c(tr(v1)) · �c(tr(v2)) ∈ P1 + P2 − P1 · P2

Proof: By〈3〉6
〈3〉8. Q.E.D.
Proof: By〈3〉 5 and〈3〉7

〈2〉2. Q.E.D.
Proof: By〈2〉 1 and Definition (9)

〈1〉2. Q.E.D.
Proof: ⇒-rule:〈1〉1 �

A.2. Proofs related to dependent risk graphs

Lemma 13 (Empty assumption).

�∅ � T� ⇔ �T�

Proof.
〈1〉1.�∅ � T� ⇒ �T�

〈2〉1. Assume: �∅ � T�
Prove: �T�

〈3〉1.∀T ′ ⊆ T : �i(T \ T ′, T ′)� ⇒ �T ′�
Proof: By assumption〈2〉 1 and Definition (15)

〈3〉2. Let:T ′ = T

〈3〉3.�i(∅, T)� ⇒ �T�
Proof: By〈3〉 1 and〈3〉2

〈3〉4.i(∅, T) = ∅
Proof: By Definition (14)

〈3〉5. ⇒ �T�
Proof: By〈3〉 3 and〈3〉4

〈3〉6. Q.E.D.
Proof: By〈3〉5

〈2〉2. Q.E.D.
Proof: ⇒-rule:〈2〉1

〈1〉2.�∅ � T� ⇐ �T�
〈2〉1. Assume: �T�
Prove: �∅ � T�

〈3〉1. Q.E.D.
Proof: By assumption〈2〉 1 and Definition (15)

〈2〉2. Q.E.D.
Proof: ⇒-rule:〈2〉1

〈1〉3. Q.E.D.
Proof: By〈1〉 1 and〈1〉2 �

Lemma 14 (Union of interfaces).

i(A ∪ A′, T) = i(A, T) ∪ i(A′, T) ∪ {v ∈ A \ A′|∃v′ ∈ T : v

→ v′ ∈ A′ \ A} ∪ {v ∈ A′ \ A|∃v′ ∈ T : v → v′ ∈ A \ A′}



Author's personal copy

G. Brændeland et al. / The Journal of Systems and Software 83 (2010) 1995–2013 2009

Proof.

�

Theorem 15 (Assumption independence).

A‡T ∧ �A � T� ⇒ �T�
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Proof.
〈1〉1. Assume: 1. A‡T

2. �A � T�
Prove: �T�

〈2〉1.∀T ′ ⊆ T : �i(A ∪ T \ T ′.T ′)� ⇒ �T ′�
Proof: By assumption〈1〉1,2

〈2〉2. Let:T ′ = T

〈2〉3.�i(A, T)� ⇒ �T�
Proof: By〈2〉 1 and〈2〉2

〈2〉4.i(A, T) = ∅
Proof: By assumption〈1〉1,1 and Definition (4)

〈2〉5. ⇒ �T�
Proof: By〈3〉 3 and〈3〉4

〈2〉6. Q.E.D.
Proof: By〈3〉5

〈1〉2. Q.E.D.
Proof: ⇒-rule:〈1〉1 �

Theorem 16 (Assumption simplification).

A‡A′ ∪ T ∧ �A ∪ A′ � T� ⇒ �A′ � T�

Proof.

�

Theorem 17 (Target simplification).

T ′‡T ∧ �A � T ∪ T ′� ⇒ �A � T�

Assume that A is closed under source nodes (i.e that v → v′ ∈ A ⇒
v ∈ A) and A ∩ (T′ ∪ T) =∅, which follows if A� T ∪ T′ is syntactically
correct.
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Proof.

�

Theorem 18 (Assumption consequence).

�A ∪ A′ � T� ∧ � � �A ⇒ �A′ � T�

Assume v → v′ ∈ A ⇒ v ∈ A.
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Proof.

�

A.3. Main theorem

Theorem 19 (Soundness). The calculus for risk graphs is sound.

Proof. 〈1〉1. By Theorems 10–18. �
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